
Available online at www.sciencedirect.com

g 27 (2009) 1163–1174
Magnetic Resonance Imagin
Computational anatomy with the SPM software
John Ashburner

Wellcome Trust Centre for Neuroimaging, WC1N 3BG London, UK

Received 20 October 2008; revised 7 January 2009; accepted 9 January 2009
Abstract

An overview of computational procedures for examining neuroanatomical variability is presented. The review focuses on approaches that
can be applied using the SPM software package, beginning by explaining briefly how statistical parametric mapping is usually applied to
functional imaging data. The review then proceeds to discuss volumetry, with an emphasis on voxel-based morphometry, and the pre-
processing steps involved using the SPM software. Most volumetric studies involve univariate approaches, with a correction for some global
measure, such as total brain volume. In contrast, the overall form of the brain may be more accurately modeled using multivariate approaches.
Such models of anatomical variability may prove accurate enough for computer assisted diagnoses.
© 2009 Elsevier Inc. All rights reserved.
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1. Introduction

Morphometrics is about studying the variability of the
form (size and shape) of organisms or objects, and is a field
that owes a great deal to the pioneering work of D'Arcy
Thompson. In particular, it is his book Growth and Form
that first proposed the concept of spatial normalization,
where diverse and dissimilar brains “can be referred as a
whole to identical functions of very different coordinate
systems” [1]. This can be conceptualized as a generative
model, whereby the brain of an individual subject is
modeled by some canonical brain, which is deformed, or
warped, to a different shape. Within this model, there is an
assumption of a one-to-one mapping between the anatomy
of one brain and that of another, and that it is possible to
transfer this configuration of homologous points between
them. This is achieved by intersubject registration, which
involves estimating the deformation field that warps (maps)
from one brain to another. Morphometry, or computational
anatomy, involves analyzing features derived from the
shapes of the brains. It is a large field of research, which has
been applied within many areas of science. This review can
only touch on a very small fraction of the literature and will
omit a great deal. Emphasis is placed on those aspects of
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morphometry that the SPM51 software package has been
applied to and areas that the author considers to have the
greatest potential impact.

The next section outlines the general framework of the
SPM software package, which is followed by a section on the
basic principles of volumetry. After this, the principles used
for performing volumetry within the SPM framework are
presented in the section on voxel-based morphometry
(VBM). Morphometry can also be done using information
from deformation fields, both within mass univariate and
multivariate settings. This is described, prior to making some
predictions about the direction the field may take.
2. The statistical parametric mapping framework

SPM is a software package that was originally devised for
statistical parametric mapping of PET and fMRI data. It is
one of a number of packages that provide a similar
framework, as well as some newer functionality that diverges
from this. Originally, the SPM software was based entirely
around the frequentist approach, which is still the view that
most users of SPM, and other packages such as FSL or
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AFNI, prefer to work with. The idea is to pre-process the raw
PET or fMRI data to transform it into a version that is easier
to work with, and then apply voxel-wise statistical tests, such
as t or F tests to obtain P values [2]. These would usually be
interpreted after correcting for multiple dependent compar-
isons using the theory of Gaussian random fields [3].

2.1. Pre-processing

Pre-processing largely involves ensuring that the image
data are in alignment. Rigid-body registration would be used
for within-subject alignment and some form of nonlinear
registration for aligning subjects to a common anatomical
space. The skull of an individual subject is a rigid body, and
the brain moves relatively little within the skull, so rigid-body
registration is a reasonable model to use for aligning multiple
images of the same subject. The skulls and brains of different
subjects are different shapes, so more complicated models are
needed to parameterize this anatomical variability in order to
achieve accurate intersubject image registration. When
analyzing brain function, the anatomical variability among
subjects is generally treated as an inconvenient form of noise,
which is to be factored out from the data as far as possible.

Prior to performing the voxel-wise statistical tests, the
image data would be blurred (low-pass filtered). This can be
motivated from a Weiner filtering perspective, such that the
signal-to-noise ratio is increased. The noise (uninteresting
signal) is assumed to contain proportionally more of the
higher spatial frequencies that the signal of interest, so
blurring the data should remove proportionally more noise
than signal. Spatial smoothing also ensures that the residual
differences, after fitting the model, are closer to Gaussian.
This makes the data less likely to violate the assumptions
required for parametric statistical testing and hides more of
the intersubject registration error. Another reason for
blurring is that it simplifies the ensuing results, producing
fewer regions of significant difference (“blobs”) to report.

2.2. Statistical inference

Statistical testing is performed within the framework of
the general linear model, which is fitted at each voxel [2].
The brain images should be in alignment after pre-processing
so that each voxel in one image approximately corresponds
with the same voxel in another image. Fitting a general linear
model at each voxel involves finding the coefficients of a
linear combination of basis functions, such that the residual
variance is minimized. The basis functions usually encode
the experimental design, but there are also additional basis
functions that model out confounding effects, in which the
experimenter is not interested. The design matrix should be
specified so that the principles of Occam's razor are
followed, and involves achieving an optimal balance
between over- and underfitting. In theory, principled model
selection procedures could be used to compare design
matrices in terms of how well they model the signal in
particular brain regions. The optimal model (for some
region) would be the one with the greatest model evidence.
The purpose of the analysis is to answer some question
about the brain, and this question is expressed in terms of a
contrast vector. This vector specifies which linear combina-
tion(s) of parameters are considered interesting and essen-
tially separates interesting from uninteresting signal
(confounding noise). For a t test, this linear combination
should be significantly greater than zero for the test to be
considered significant. For an F test, the variance modeled
by these linear combinations of parameters should be
significantly greater than zero.

Testing is done on a voxel-by-voxel basis, so a correction
for multiple comparisons is required. Without this correction,
about 5% of the voxels would have P values less than .05
and be considered significant simply by chance. A
Bonferroni correction could be used if the tests were fully
independent, but because of the spatial smoothness of the
images, the data at each voxel are similar to that of its
neighboring voxels. This means that the tests are not
independent, so a Bonferroni correction would be too
conservative. Gaussian random field theory is therefore
used to make the necessary corrections [3].
3. Traditional volumetrics

The traditional approach to morphometry involves
manually measuring lengths, angles, areas, volumes and so
on. Usually though, the measures of interest are volumes. A
number of automated and semiautomated procedures have
been devised for parcellating the brain into different regions,
from which the regional volumes can be computed. Once the
volume measurements are made, they can be compared
statistically, using a variety of models.

3.1. Volume measurements

A number of interactive tools are available for manually
making volume measurements from MRI data, and it is
probably the most widely accepted form of morphometry
among the medical community. This traditional approach
does have a number of disadvantages though. In particular,
manual outlining of brain regions can be extremely time-
consuming. It is also a subjective procedure, whereby the
interrater reproducibility of how various structures are
defined may be quite low. Structures such as hippocampi
or caudate may be traced accurately, but the highly variable
folding patterns of the cortex make defining the boundaries
of cortical regions an extremely subjective procedure. When
labeling a brain image, a human expert has access to the
same information as an automated algorithm. Human experts
are currently believed to be able to partition a brain image in
a more accurate way than automated algorithms. If this is
actually true, it may not be for much longer. Usually, there is
no ground truth available about the underlying Brodmann
areas of the cortex. However, a recent evaluation of the
FreeSurfer surface-based registration approach showed that
it was able to align the borders of histologically defined
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Brodmann areas to an accuracy of between 2.5 mm (for area
V1) and about 10 mm (BA 44) [4]. Human expert
segmentations have not yet been evaluated in a similar way.

Intersubject registration usually forms a major component
of automated labeling strategies. If accurate nonlinear
registration can be achieved among scans of different
subjects [5], then labels drawn on the scan of one subject
can be propagated on to the scan of another. Additional
refinements may then be made, based on Markov fields or
morphological operations. Automated labeling approaches
are set to become even more accurate, especially as
computers become more powerful, so allowing much more
sophisticated registration approaches to be run within a
reasonable time. The ANIMAL+INSECT procedure [6,7]
was one of the earliest automated labeling strategies. Since
then, many others have been developed [8–10], including
some third-party toolboxes for SPM. These are often based
around the older nonlinear image registration approaches
within the SPM software and include Individual Brain
Atlases using SPM and Anatomical Automatic Labeling
[11,12]. Rather than being based on volumetric registration,
some other approaches are based on deformable surfaces
[13–15] or use other more sophisticated approaches [16,17].
Deformable surfaces are especially widespread for parcellat-
ing subcortical structures [18], although volumetric registra-
tion models are also being used for refining such
segmentations [19].

In principle, parcellations obtained from automated tools
could also be manually corrected in order to obtain the
benefit from human expertise, but such corrections are rarely
performed in practice.

3.2. Statistical analysis

Once the measurements have been made, they would
usually be analyzed in order to detect statistically significant
differences among populations of subjects. Such analyses
are often performed independently, region-by-region. In
such situations, there may be additional corrections to
account for a global measure of whole-brain volume
variability. Generally, the volume of a brain structure
would be related to the whole-brain volume: larger brains
contain larger structures. One approach to account for
whole-brain volume would be to divide the individual
structure volumes by the measure of whole-brain volume,
which is the same as the “proportional scaling” correction
made by the SPM software [20]. This essentially renders the
measurements in terms of the proportion of the brain
occupied by each structure. Rather than simply taking the
whole-brain volume, various other measurements could be
used by the correction. For example, in the field of
dementia research, it is typical to use total intracranial
volume. Total gray matter volume is another commonly
used reference. Another form of correction would be to
factor out any effect of whole-brain volume when making
the comparisons. This is the same as the “AnCova”
correction made by the SPM software [20] and involves
testing whether there are significant volumetric differences
that cannot be explained by the whole-brain volume. In
principle, a number of “global” measures could be factored
out, but this is not possible with the proportional scaling
model. The reader is referred to [21] for a very useful
review of such correction methods.

Significant correlations occur among the volumes of
different brain structures [22], and the volume of one brain
structure is not independent of the volume of another. Rather
than comparing each region independently, another analysis
framework could involve multivariate statistical tests, such
as the multivariate analysis of covariance (MANCOVA).
Darwin discusses “correlation of growth” in The Origin of
Species and provides many examples from nature. The shape
of a brain is a result of its development, which in turn is
influenced by gene expression during different develop-
mental stages. There are also a number of complex
environmental interactions influencing development, and
the whole dynamical system is currently much too complex
to model explicitly. Each gene controlling brain development
is likely to be expressed as a pattern over space (and time).
Even an extremely simple generative model of brain shape,
whereby growth is controlled by a linear combination of
such patterns, would need to be multivariate. If gene
expression maps were highly localized, then this may
provide evidence to support the use of univariate models
for each region, but empirical data show that this is not the
case. However, the results of univariate models are generally
easier to interpret and explain [23], and this is a major factor
for determining how data are analyzed and results are
presented. Multivariate analyses make inferences about
patterns of difference and do not explicitly localize their
results to particular structures.

3.3. Allometry

We know, a priori, that larger brains are likely to have
larger brain structures, but we do not know exactly what the
relationship is. Other examples from biology show that
proportions are unlikely to remain similar over different
sizes. For example, larger species have smaller brains in
proportion to body size [24]. Many of D'Arcy Thompson's
ideas were refined by Julian Huxley and others, who
introduced the framework of allometry, which characterizes
shapes in terms of models of differential growth [25].
Within the simplest allometric model, the relationships
between two measurements (such as length, area or
volume) of structures x and y within an organism are
assumed to have a relationship of the form y=bxk (or log
y=log b+k log x), where b and k are constants. The factor b
simply denotes the value of y when x is unity. The variable
k is of more biological interest and denotes a rate of growth
per unit of measure. In these models, growth is assumed a
process of “self-multiplication of living substance.” Under
such a generative model of growth (or atrophy), the
changes in the volume of a structure are proportional to its
current volume.



Fig. 1. This illustrates the effect of convolving with different kernels. On the left is a panel containing dots, which are intended to reflect some distribution of
pixels containing some particular tissue. In the center, these dots have been convolved with a circular function. The result is that each pixel now represents a coun
of the neighboring pixels containing that tissue. This is analogous to the effect of using measurements from circular regions of interest, centered at each pixel. In
practice though, a gaussian kernel would be used (right). This gives a weighted integral of the tissue volume, where the weights are greater close to the center of
the kernel.

1166 J. Ashburner / Magnetic Resonance Imaging 27 (2009) 1163–1174
Many allometic relationships have been found within
biology, and some of these relate to the brain. For example,
Zhang and Sejnowski [26] derived an allometric model for
the relative proportion of gray and white matter within the
mammalian brain. Their model accurately predicts that larger
brained mammals have proportionally more white matter
than gray matter. Their model is accurate for tiny species
such as shrews, through to larger-brained species such as
humans and whales. They also determined a model for the
relationship between the volume of gray matter and the
whole-brain volume, but noted2 that the two models were not
strictly compatible. The simple allometric framework may
require refinements that account for overlapping measure-
ments or measurements from regions that are within close
proximity. This theme will be revisited later, when discuss-
ing the diffeomorphic framework.

Within an allometric model, it would seem unsurprising
that female human brains have been found to have
proportionally more gray matter than male brains or that
the rate of loss of brain tissue with age is faster for men than
for women [27]. Within a more biologically plausible shape
model, findings that might appear significant without
working with logarithms are rendered inconsequential.
4. Voxel-based morphometry

Voxel-based morphometry is another approach for com-
paring the volume of tissue among populations of subjects
[28–31]. The basic idea behind VBM is extremely simple,
and involves identifying a particular tissue type — usually
gray matter—in the scan of each subject (segmentation) and
warping these tissue maps to a common anatomical space.
These deformed tissue maps are then spatially blurred (see
Fig. 1). A voxel-by-voxel statistical analysis of this pre-
2 Huxley also noted this. His first example of allometry involved the
relationship between the weight of an organ and the weight of the whole
body minus the weight of the organ.
t

processed data is performed in a similar way to the univariate
analyses of structure volumes. Finally, the statistical measures
are corrected for multiple dependent comparisons.

The original aim of VBM was to study so-called meso-
scopic anatomical differences, after discounting macro-
scopic differences, which would be modeled by the
deformation fields that warp individual brains to a common
reference space. However, the precise definition of what
constitutes mesoscopic and what constitutes macroscopic is
unclear [32]. Another view would be that the analysis of
mesoscopic differences could be considered simply as an
examination of registration errors. If image registration
were exact, then there would be no differences to examine.
More recently, there was a change to the VBM framework,
such that the pre-processed data were scaled such that the
total volume of tissue in each structure is preserved after
warping the data to a standard reference space [33]. This
correction is by scaling by the Jacobian determinant of the
deformation and is colloquially known as “modulation.”
The result is that the pre-processed data represent a
quantitative measure (tissue volume per unit volume of
spatially normalized image).

4.1. Segmentation

To achieve an acceptable interpretation of a VBM study, it
is important that the pre-processing is as accurate as possible
(see Fig. 2). For example, if the tissue classification is
inaccurate, then the pre-processed data will not properly
reflect tissue volumes. If the intersubject registration is
inaccurate, then the statistical analysis will not compare
homologous structures across all brains. These issues are
exactly analogous to those for manual volumetry, whereby if
anatomical structures are inaccurately defined, the results of
statistical analyses are more difficult to interpret. For this
reason, it is essential that the pre-processing model is as
accurate as possible [28].

Similarly, in order for the pre-processed data to be
accurate, the MRI data must also be of high quality. When
designing MR sequences, it may be useful to know



Fig. 2. This illustrates how findings from a VBM study of gray matter could be interpreted. The top row shows situations where there would be less gray matter in
a cortical region compared to the situation shown below it. From left to right, differences could be attributed to folding, thickness, misclassification or
misregistration. Generally, the objective is to interpret differences in terms of thickness or folding.
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something about the principles that underlie the segmenta-
tion model and some of the assumptions that are made [34].
In order to separate gray matter from other tissues, there must
be a high contrast between gray matter and other surrounding
tissues. If gray matter is not clearly visible, then it cannot be
precisely segmented. The SPM5 segmentation approach [35]
assumes that every voxel belongs to one of four distinct
tissue classes: gray matter, white matter, cerebrospinal fluid
and everything else. Similar assumptions are common
among brain segmentation algorithms, but they are not
universal. Algorithms that are more sophisticated assume
that the brain is composed of more tissue types. For example,
the intensity distribution of gray matter is typically very
different between cortex and thalamus [13], so greater
segmentation accuracy should be possible by using this
information. This is one reason why a number of segmenta-
tion approaches do not identify the thalamus very accurately.
Another reason is that its intensity is often very close to that
of white matter, which means that a slightly different MRI
sequence may have a large effect on the segmentation of
the thalamus.

SPM5 segmentation is based around a mixture of
gaussians model. It typically uses a positive linear combina-
tion of two or more gaussians to represent the intensity
distribution of each tissue class. Even if the intensities of
each tissue had a perfectly gaussian distribution, partial
volume effects (from mixing of signals from different tissues
in a single voxel) may result in a more kurtotic distribution.
The use of multiple gaussians allows some of this kurtosis to
be modeled. Part of the segmentation algorithm involves
estimating the intensity distributions of the tissue types, in
terms of means, variances and mixing proportions of the
gaussian distributions.
Image artefacts can be a problem, but some of them are
accounted for by the segmentation model. Image intensity
inhomogeneity is usually modeled out from the data —
provided it is of sufficiently low spatial frequency. This
artefact is treated as a purely multiplicative field, which is
modeled by the exponential of a linear combination of low-
frequency 3D cosine transform spatial basis functions.
Typically, about 1000 basis function coefficients would be
estimated by the segmentation algorithm in order to model
these effects. Although these artefacts may not be noticed
visually in the images, it is essential that they be dealt with.
Tissues are largely identified by their intensities, so if gray
matter is brighter than white matter in some parts of a T1-
weighted image, then an accurate intensity-based segmenta-
tion of the different tissue types would not be possible.

Other artefacts are not modeled by the segmentation, so
they must be suppressed or corrected as far as possible.
Studies of morphometry — particularly those involving
multicenter data — are more accurate if the images are not
distorted spatially. Freely available tools exist for performing
gradient nonlinearity unwarping [36], but there are none
released as part of the SPM software. Such spatial (and
intensity) distortions should be accounted for when acquir-
ing scan data. For a VBM study that compares one
population of subjects against another, it is also important
that the positioning of the subjects in the scanner should not
systematically differ between the groups. This is because
spatial distortions are partially a function of head location
within the magnet.

Assigning a voxel to a tissue class is only partly based
upon the intensity of the voxel. If that particular intensity has
a higher probability density for the gray matter intensity
distribution than it has for other tissue types, then there is an
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increased probability of the voxel belonging to gray matter.
A simple mixture of gaussians model would also consider
how common the particular tissue is in the image. For
example, if 20% of the voxels are gray matter, then the prior
probability of a voxel being gray matter is 0.2. This prior
probability would be combined with the likelihood derived
from the intensity distributions of the classes and can be
formulated probabilistically. In practice though, the segmen-
tation algorithm obtains this prior probability from tissue
probability maps, which are registered with the image to be
segmented. In SPM5, deformations of the tissue probability
maps are modeled by about 1000 cosine transform basis
functions, and this registration is an integral component of
the segmentation model. In fact, this spatial transformation
provides more accurate intersubject registration of brain
images than the older least squares image registration
approach in the SPM software [37].

Currently, most MR image processing is conceptualized
within pipeline procedures, which involve applying a series
of tools to the data [38–40]. A raw image would be entered
into the pipeline, and the result of applying the first tool may
be a skull-stripped version. This skull-stripped image would
then be treated as input to the next tool, after which it may be
inhomogeneity corrected. Then, the inhomogeneity-cor-
rected image would be classified into different tissues and
so on. The order in which the tools are applied will influence
the result of the processing. In many cases, earlier steps
would benefit from later steps, so it is not intuitively obvious
what the optimal sequence of steps should be. For example,
image registration allows tissue probability maps to be
overlaid on the MR scan, making tissue classification more
accurate. However, tissue classification and bias correction
make image registration more accurate. The SPM5 segmen-
tation approach resolves this circularity by treating the whole
procedure in terms of a probabilistic generative model,
which considers inhomogeneity correction, tissue classifica-
tion and nonlinear registration with the tissue probability
maps as components of a larger model.

This Bayesian generative modeling perspective is an
increasingly common theme within the neuroimaging
literature. Essentially, they are attempts to represent the
probability density of the data in the most accurate but
parsimonious way possible (see, e.g., [41]). From a Bayesian
perspective, scientific theories are essentially models
[42]. Older models are abandoned as increasingly accurate
models are devised, which better represent the probability
density. VBM findings obtained by applying one model to
a data set generally differ from findings obtained from
another model. As generative models of anatomical images
improve, the interpretations of the findings should become
more accurate.

4.2. Dartel registration

The segmentation of SPM5 incorporates a relatively
simple intersubject registration model, whereby only about
1000 coefficients are used to explain the shape of the brain.
This relatively small number of parameters only models
global brain shape and is unable to account for more of the
detailed shape variability found within the general popula-
tion. One of the criticisms of VBM was that the precision of
intersubject registration may not have been high enough
[32]. As one region of the brain is matched, the small number
of parameters may force a poor match of other brain regions.
A simple illustrative example would be the behavior of
alignment when dealing with a population of subjects with
large ventricles. An effect of aligning the ventricles of these
subjects may be that there is displacement of tissue
elsewhere in the spatially normalized brain images. If
misregistration is systematically greater in one population
than in another, then it may be a cause of statistically
significant differences among the pre-processed data. The
anatomical differences may be real, but their localization and
explanation in terms of gray matter volumetry may be
incorrect [43].

Dartel uses a more sophisticated registration model [44],
which was developed to attempt to counter these criticisms.
Rather than only about 1000 parameters, this model uses in
the order of 6,000,000 parameters. These provide enough
degrees of freedom to achieve intersubject alignment that is
much more precise. Recent work has evaluated Dartel in
comparison to various ROI-based registration algorithms
[45], which explicitly match user-defined structures.
Although Dartel was not found to be as accurate as the
ROI approaches, it still performed well in comparison to the
other approaches instantiated in the SPM software. Further
work [46] shows the accuracy of Dartel registration is much
higher than that achieved by the other intersubject registra-
tion approaches in the SPM software. The evaluations also
compared a number of other widely used and fully
automated intersubject registration algorithms. Measures of
accuracy were based on the amount of overlap achieved for
manually defined regions of the brain, but this time, these
manual definitions played no part in computing the actual
registrations. Although ground truth, in the form of cyto-
architectonic maps, was not available for the evaluation, the
manual delineation of cortical regions by human experts was
assumed a reasonably accurate reflection of the underlying
functional areas.

Ideally, the more detailed registration approach of Dartel
would be incorporated into the segmentation model.
Unfortunately, theory and practice do not always coincide,
and sometimes shortcuts are taken for practical purposes.
Therefore, segmentation and Dartel registration are currently
two separate steps in a processing pipeline. The strategy used
by Dartel is to align tissue class images to their common
average. It relies on SPM5 segmentation for generating gray
and white matter tissue class images for all subjects, which
are in the closest possible rigid-body alignment with each
other. The Dartel registration itself involves alternating
between computing a template, based on the average tissue
probability maps from all subjects, and then warping all
subjects' tissue maps into increasingly good alignment with
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the template [47]. Because the procedure is initiated with
rigidly aligned data, the initial averages are blurred. As the
data gradually become better aligned, the averages become
increasingly sharp. Currently, gray and white matter tissue
maps are simultaneously aligned, but additional maps could
also be included in the registration procedure.

Image registration can be conceptualized as an optimiza-
tion procedure, set within a probabilistic framework. The
optimization searches for those parameter settings that are
most probable according to the registration model. It is
convenient to frame the optimization as one of minimizing a
negative log probability. There are usually two terms to such
an objective function: the likelihood term and the prior term.
The likelihood term reflects the similarity among the warped
images, whereas the prior term serves to regularize the
estimated deformations and penalizes them as they become
too extreme or unrealistic. One of the commonest likelihood
terms involves minimizing the mean squared difference
between the individual's data and a deformed template. This
model is most appropriate for models that involve gaussian
random noise. Because Dartel is based on matching tissue
maps, which are almost binary, a more appropriate likelihood
to term is based on assuming multinomial distributions [47].

It is quite common for nonlinear registration algorithms to
use a small deformation model, whereby the parameters
describe a displacement field, which would be added or
subtracted from an identity transform. Such models are
usually not constrained to enforce a one-to-one mapping
among brains, so this relationship can easily break down if
the displacements become too large [48]. When the
magnitudes of the displacements are smaller, there is less
chance of this occurring. If two deformations that both
encode a one-to-one mapping are composed (i.e., one
deformation warped by another), then the resulting deforma-
tion will also be one-to-one [48]. This leads to the strategy of
the large deformation diffeomorphic metric mapping
(LDDMM) algorithm [49], which effectively treats a larger
deformation as the composition of a sequence of smaller
ones. Dartel was intended to be a fast approximation to the
LDDMM approach, which models a large deformation as a
small deformation composed with itself a large number of
times [50–52]. Although the deformations it achieves are not
as optimal as those obtained by LDDMM are, it still ensures
that they are approximately one-to-one.

Dartel creates a “flow field” for each of the subject, which
encodes how the individual images should be warped, or
deformed, to match best the average shape of the template.
For a typical VBM study, the gray matter tissue class image
of each subject would be warped to this average space. This
average may not be well aligned with the coordinate system
of Talairach and Tournoux [53,54] or MNI space [55,56], so
a further spatial transformation may be required in order to
report the location of differences within a more established
coordinate system.

In order to preserve the volume of tissue from each
structure, the warped images are multiplied, voxel-by-voxel,
with the Jacobian determinants of the deformations. Jacobian
determinants encode relative volumes of tissue, before and
after warping. For example, if a region shrinks to half its
original volume during the warping, then the intensity would
be doubled so that the total signal from that region
is conserved.

4.3. “Smoothing”

The Jacobian-corrected, warped tissue class images
would then be blurred by low-pass filtering the images.
This is usually done by convolving with an isotropic
gaussian kernel, which typically has a full width at half
maximum of between about 8 and 12 mm. After blurring, the
resulting image essentially contains a weighted sum of the
tissue around each voxel. If convolution were done using a
spherical kernel, then each voxel of the convolved image
would represent a count of the number of voxels containing
tissue within a sphere around that voxel. In practice though,
the data are typically convolved with a gaussian, so the result
is a weighted count of voxels containing the tissue (see
Fig. 3). The degree of blurring should relate to the accuracy
with which the data can be registered. More blurring should
be used if intersubject registration is less accurate.

In principle, rather than using spheres or gaussians, it
would be possible to define regions of interest on the pre-
processed data. The voxel count within such a region would
provide an estimate of the tissue volume within the structure
over which the region is defined. It should be apparent that
this would be the same as the traditional ROI-based
volumetry approach [23], where the accuracy of the volume
measure depends on the accuracy with which the tissues are
segmented and registered.

4.4. Statistical analysis

Statistical analyses of the pre-processed data are
performed by fitting a general linear model at each voxel
[31]. The principle here is that a design matrix is specified,
which models the sources of variance among the data. If
there were N subjects in the study, the design matrix would
contain N rows. The number of columns must be much less
than N in order to accurately estimate the residual variance
and model the data properly. Typically, the matrix may
contain blocks that represent the group from which each
subject belongs. Consider a study comparing (for example)
healthy controls with some population of patients. There
would be two columns in the design matrix to indicate group
membership of each subject. Elements of the first and second
columns may be zero and one, respectively, for controls, and
one and zero, respectively, for patients. This would be the
simplest kind of experimental design for a VBM study.

Typically, there would be both male and female subjects
in a study. Male brains tend to be systematically larger (with
proportionally more white matter) than female brains.
Because of this, it is useful to model out the effects of sex
and possibly their interactions with the effect of interest [57].
Similarly, age has quite a large influence on the composition
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Fig. 3. This illustrates some of the steps involved in pre-processing for VBM. The left-side column shows gray matter tissue maps from two subjects, which
are aligned according to a rigid-body transform. The middle column shows the same data after Dartel registration and scaling according to the Jacobian
determinant of the deformation. The right-hand column shows these data after blurring with a gaussian kernel. These pre-processed data would be entered for
statistical testing.
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of brains, so modeling out age effects is also often desirable.
If there are large numbers of subjects in the study, then some
nonlinear effects can also be accounted for by including age
and age squared as covariates in the model. Another
important effect to consider is one of scanner and sequence.
Although there is evidence to suggest that some data from
different scanners may not be very systematically different
from each other [58], it is much safer to model out any
scanner effects from the data. This would therefore preclude
a comparison of (for example) patient data collected on one
scanner with control data collected on another.

For VBM, the same issues arise concerning “global”
effects as in the case of traditional volumetric analyses. The
choice of how best to correct for overall brain or head size is
left up to the user [21]. Similarly, concerns about allometric
effects should also apply within the VBM framework, but
how best to deal with them is an unresolved issue.

Comparisons of cortical thickness measurements can also
be made within a similar framework [59] to VBM, as well as
other features pertaining to shape. The choice of features to
examine would generally be based upon existing knowledge
about the condition under study. For example, if the
objective were to study a disease that is believed to cause
thinning of the cortical sheet, then comparisons of cortical
thickness should reveal more significant differences than
comparisons of volume. Similarly, if the degree of folding
were believed to differ because of some condition, then the
appropriate comparisons would involve some measure that
relates more directly to folding, such as the curvature of the
surface. Such measures are not as local as volumetric
differences and require a neighborhood of voxels to be
considered for their computation. If very little is known
about the condition, region-wise multivariate measures may
be most appropriate.
5. Analyzing deformation fields

Usually, when procedures such as SPM are applied to
imaging data, the images are all spatially normalized to some
common reference space. This requires a deformation field
for each subject, which maps from the reference space to
homologous points in the individual. These deformation
fields encode the shapes of the individual's brains, relative to
the reference. These codifications can be analyzed in a
number of different ways, some of which are described next.

5.1. Localized differences

If intersubject image registration could be made highly
accurate, then there would be no need to partition the
images into different tissue classes or to blur the data
spatially. The same volumetric information could be
obtained entirely from the Jacobian determinants of the
deformations that warp the individual subjects' data to a
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common space. In fact, the analysis of the deformation
fields themselves has the potential to reveal more useful
information than could be obtained from a purely VBM-
type analysis. There is much more information about shape
available than just that which is encoded by volumes.
Information about lengths, areas, angles and so on may be
missed by an analysis of only volumes.

One approach for analyzing deformation fields has
become known as “tensor-based morphometry.” This
approach is intended for localizing certain forms of
morphometric difference and is based on examining the
Jacobian matrices at each point in the deformation fields.
These matrices (tensors) encode localized relative measures,
such as volume (the determinant), length and area. These
measures can be compared using mass-univariate tests at
each voxel. It is also possible to use multivariate tests at
each voxel, such that several features extracted from the
Jacobian matrices are analyzed simultaneously. The princi-
ples of allometry can also be used, for example, by testing
the logarithms of the Jacobian determinants. Alternatively,
the Jacobian matrices can be transformed in various ways,
for example, by converting them into Hencky strain tensors
[60] or by working with the symmetric component of the
matrix logarithm of the Jacobian matrices [61,62]. The
symmetric component encodes zooms and shears, and is
obtained using a Cartan decomposition. The antisymmetric
(skew-symmetric) components encode rotations, but rota-
tions and translations would not be included in a voxel-wise
analysis as they are not local shape properties. In order to
work with such logarithmic transforms, the registration
procedure must enforce a continuous one-to-one mapping
(i.e., be diffeomorphic).

5.2. Patterns of difference

Another approach to morphometry would involve an
analysis of the entire shape, within a multivariate model.
This type of analysis has a longer history, beginning with
the early approaches of Bookstein and others. It is possible
to perform multivariate shape analyses on manually placed
landmarks at homologous points in the brain images of a
population of subjects. The first step would be to correct
for the pose of the subjects and would typically be done by
a Procrustes analysis [63,64]. This involves determining
the rigid-body transform (possibly also with isotropic
scaling) that most closely aligns the points. It begins by
translating so that the centroids of the clusters of points for
each subject are aligned with the origin. Then, if isotropic
scaling is to be removed, the points are transformed such
that their average root mean squared distance from the
origin is one. Rotations are computed by a procedure
involving singular value decomposition of the cross-
covariance matrix of the points. Once the correction
matrix is determined, it is used to reposition the points
such that they no longer encode any information about
location and orientation (and possibly scale). Following the
Procrustes analysis, multivariate statistical tests, such as
MANCOVA, can be used to assess whether there are
significant differences associated with some measure.
Visualization of these differences can be done via methods
such as canonical correlation analyses (CCAs) or Fisher's
linear discriminant analysis (LDA), which essentially show
the most highly discriminative deformations. It should be
noted that the relationship between CCA and LDA is
analogous to that between an F test and a t test, in that
LDA is less flexible but does encode the sign of the
discriminant direction. This kind of analysis does not
localize discrete differences, so the concept of applying
statistical tests to find significant differences at particular
voxels becomes meaningless. Instead, these models show
the overall pattern of difference, and any statistical tests
would be applied to the overall patterns. For more
information about this form of shape modeling, the reader
is referred to the textbooks [65,66].

A similar multivariate morphometry approach can be
applied to deformation fields that are estimated by
nonlinear image registration [67]. This procedure, known
within the neuroimaging field as “deformation-based
morphometry” (DBM), involves very similar statistical
analysis models to the procedures involving manual
identification of features. As is the case for VBM analyses,
it is important that the intersubject registration is as
accurate as possible. Inaccurate registration would lead to
unreliable interpretation of the results. The parameter files
generated by the segmentation approach of SPM5 encode
deformation fields, which have been corrected by Pro-
crustes analyses, and are therefore in a suitable form for
applying DBM.

Automated intersubject image registration algorithms
estimate much more detailed mappings than would align-
ment based on manually defined landmarks. As a result,
there are many more parameters per subject than there are
subjects in the study. Issues pertaining to the “curse of
dimensionality” mean that some form of regularization is
needed to obtain meaningful results from shape modeling.
Many multivariate models require within group covariance
matrices to be computed, but these are inaccurate, or
singular, if there are too many parameters per subject
compared with the number of subjects. One form of
regularization involves dimensionality reduction to reduce
the size of the covariance matrices. Principle component
analysis (PCA) is one commonly used dimensionality
reduction approach, but there are alternative approaches for
identifying potentially salient features. Many of these
procedures can be viewed as generative models of the
deformations (see, e.g., [41] for descriptions of PCA, inde-
pendent component analyses, etc.). More sophisticated
regularization methods are found within the multivariate
pattern recognition literature. The general perception of
pattern recognition approaches is that they are only useful for
separating individual subjects into different groups, but some
forms of pattern recognition are also able to provide similar
characterizations to approaches such as CCA.
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5.3. Diffeomorphic models

Rather than simply comparing the deformation fields
themselves, it is possible to attempt to understand the causes
of the deformations. Allometry was first conceived as a model
of growth [25] whereby a representation of a constant growth
rate is derived from the logarithms of themeasures. Computing
an exponential of these growth rates is equivalent to an
integration procedure. For a growth rate, v, its exponential (φ1)
can be computed by settingφ0=1 and integrating the evolution
equation dφ/dt=vφt from t=0 to t=1.

In order to gain a proper understanding of the process of
morphogenesis, it is important to use a biologically plausible
shape model. The diffeomorphic framework provides the
basis for such a model and is concerned with the deeper
causes of shape variability [68]. The mathematics is too
complicated to enter into here but [69] provides a good
overview. In order to utilize this framework, images must be
aligned using approaches such as LDDMM [49], which
explicitly model shape differences between brains by
integrating the appropriate differential equations. LDDMM
is based on a variational approach (the principle of stationary
action) for computing the trajectory, over unit time, as one
brain evolves to match another, but other strategies are also
possible [70,71]. Subsequent analysis is then based either on
metric distances between all pairs of brains or on analysis of
initial momentum maps. These momentum maps encode the
initial conditions for the differential equations that warp a
template image to match each of the individual brain images
in the study. The initial evaluations of Dartel were based on
such an analysis of its flow fields [44]. These results were
slightly disappointing, but they are easily explained by
comparing the properties of its flow fields with those of the
initial momentum maps obtained by LDDMM.

Diffeomorphisms form an essential component of Gre-
nander's Pattern Theory [72], which is a generative modeling
framework for representing the kind of complicated data that
are usually encountered in biology. Initial momentum maps
provide a more parsimonious representation of shape than do
other paramaterizations, so they provide a potentially very
powerful framework for characterizing shape differences.
Given the rate with which computer power is growing, along
with the increasing mathematical knowledge among neu-
roscientists, this framework is likely to be very effective in
the future.
6. Predictions

From a Bayesian perspective of science [42], a body of
knowledge is accumulated so that posterior probabilities
from one experiment become prior probabilities for another.
In practice though, each experiment is usually performed
independently, with a relatively small data set. Findings from
different experiments are combined by meta-analyses of the
statistical results of the individual experiments (i.e.,
statistical measures are derived from statistical measures),
making a consistent synthesis impossible (even if the
problem of publication bias is ignored). Another strategy
would be to increase the amount of raw data that is shared
among researchers. Other biological sciences share much
more of their data, and in these fields, bioinformatics projects
have become a more important component of the metrics
used to assess the research. Such data-sharing projects are
starting to emerge within neuroimaging. For example, the
Alzheimer's Disease Neuroimaging Initiative project is
beginning to show that data sharing could potentially lead
to greater returns in terms of the general goal of increasing
human health [73–75]. The greatest understanding of
neuroanatomical variability can only really come from
large data sets — particularly for multivariate models of
shape, where the curse of dimensionality limits the number
of features that can be examined [76].

Sometimes, it is worth examining why researchers would
like to adopt some particular form of morphometric analysis.
If the goal is to derive useful knowledge that could one day
lead to better diagnosis, then it should be preferable to a
framework that is capable of actually providing a diagnosis
[5,77]. Published papers from morphometry studies only
report a fraction of the anatomical variability that could be
pertinent toward the intended goal. Provided that suitable
training data are available, pattern recognition approaches
have the potential to provide diagnoses based on brain
anatomy. One example of such an approach applied to
Alzheimer's disease diagnosis, which used a relatively small
sample of (postmortem confirmed) subjects for training,
showed an accuracy comparable to that achieved by
radiologists examining the same data [78,79].

Similarly, if the goal is to find links between genetic data
and overall brain anatomy, or the anatomy of brain regions
comprising several voxels, then it may be desirable to apply
pattern recognition approaches. These are more sensitive, at
the level of the individual, than univariate approaches.
Cross-validation procedures can then be used to obtain P
values. Currently, most applications of pattern recognition
are applied to volumetric data, although the emergence of
improved shape models may allow more accurate predictions
to be made. Scientific progress could be defined by
increasing predictive accuracy.
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